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Convolutional Networks
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Topics: computer vision, object recognition
• GOAL: Process visual data and accomplish some given task.
‣ we will focus on object recognition: given some input image, identify 

which object it contains.

‘‘sun flower’’11
2 

pi
xe

ls

150 pixels

Caltech 101 dataset
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COMPUTER VISION
Topics: computer vision
• We can design neural networks that are specifically adapted 

for such problems
‣ can deal with very high-dimensional inputs 

- 150 x 150 pixels = 22500 inputs, or 3 x 22500 if RGB pixels

‣ can exploit the 2D topology of pixels (or 3D for video data)

‣ can build-in invariance to certain variations we can expect 
- translations, illumination, etc.

• Convolutional networks leverage these ideas
‣ local connectivity

‣ parameter sharing

‣ pooling / subsampling hidden units
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Topics: computer vision
• We can design neural networks that are specifically adapted 

for such problems
‣ can deal with very high-dimensional inputs 

- 150 x 150 pixels = 22500 inputs, or 3 x 22500 if RGB pixels

‣ can exploit the 2D topology of pixels (or 3D for video data)

‣ can build in invariance to certain variations we can expect 
- translations, illumination, etc.

• Convolutional networks leverage these ideas
‣ local connectivity 

‣ parameter sharing

‣ pooling / subsampling hidden units



COMPUTER VISION

5

Topics: local connectivity
• First idea: use a local 

connectivity of hidden units
‣ each hidden unit is connected only to a 

subregion (patch) of the input image

‣ it is connected to all channels
- 1 if greyscale image

- 3 (R, G, B) for color image

• Solves the following problems:
‣ fully connected hidden layer would have 

an unmanageable number of parameters

‣ computing the linear activations of the 
hidden units would be very expensive

...... ...
= receptive fieldr



COMPUTER VISION

6

Topics: local connectivity
• Units are connected to all channels:
‣ 1 channel if grayscale image, 3 channels (R, G, B) if color image

...... ...
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Topics: parameter sharing
• Second idea: share matrix of parameters across certain units
‣ units organized into the same ‘‘feature map’’ share parameters

‣ hidden units within a feature map cover different positions in the image 

...... ...... ......
feature map 1: feature map 2 :  feature map 3 : 

same color

= 

same matrix

of connections
! !

!"#$%&'(%)#$*+,$%-%$#./$0%'1

! !

!"#$%&'(%)#$*+,$%-%$#./$0%'1

! !

!"#$%&'(%)#$*+,$%-%$#./$0%'1
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COMPUTER VISION
Topics: parameter sharing
• Solves the following problems:
‣ reduces even more the number of parameters

‣ will extract the same features at every position (features are ‘‘equivariant’’)

...... ...... ......

same color

= 

same matrix

of connections

feature map 1: feature map 2 :  feature map 3 : 

! !

!"#$%&'(%)#$*+,$%-%$#./$0%'1

! !

!"#$%&'(%)#$*+,$%-%$#./$0%'1

! !

!"#$%&'(%)#$*+,$%-%$#./$0%'1
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COMPUTER VISION
Topics: parameter sharing
• Each feature map forms a 2D grid of features
‣ can be computed with a discrete convolution (   ) of a kernel matrix kij which is  

the hidden weights matrix Wij with its rows and columns flipped 

feature m
aps

Jarret et al. 2009

Filter Bank Layer - FCSG: the input of a filter bank
layer is a 3D array with n1 2D feature maps of size n2×n3.
Each component is denoted xijk, and each feature map is
denoted xi. The output is also a 3D array, y composed of
m1 feature maps of size m2 ×m3. A filter in the filter bank
kij has size l1 × l2 and connects input feature map xi to
output feature map yj . The module computes:

yj = gj tanh(
!

i

kij ∗ xi) (1)

where tanh is the hyperbolic tangent non-linearity, ∗ is the
2D discrete convolution operator and gj is a trainable scalar
coefficient. By taking into account the borders effect, we
have m1 = n1− l1 +1, and m2 = n2− l2 +1. This layer is
denoted by FCSG because it is composed of a set of convo-
lution filters (C), a sigmoid/tanh non-linearity (S), and gain
coefficients (G). In the following, superscripts are used to
denote the size of the filters. For instance, a filter bank layer
with 64 filters of size 9x9, is denoted as: 64F 9×9

CSG.
Rectification Layer - Rabs: This module simply applies
the absolute value function to all the components of its in-
put: yijk = |xijk|. Several rectifying non-linearities were
tried, including the positive part, and produced similar re-
sults.
Local Contrast Normalization Layer - N : This module
performs local subtractive and divisive normalizations, en-
forcing a sort of local competition between adjacent fea-
tures in a feature map, and between features at the same
spatial location in different feature maps. The subtrac-
tive normalization operation for a given site xijk com-
putes: vijk = xijk −

"
ipq wpq.xi,j+p,k+q, where wpq is

a Gaussian weighting window (of size 9x9 in our exper-
iments) normalized so that

"
ipq wpq = 1. The divisive

normalization computes yijk = vijk/max(c,σjk) where
σjk = (

"
ipq wpq.v2

i,j+p,k+q)
1/2. For each sample, the

constant c is set to the mean(σjk) in the experiments. The
denominator is the weighted standard deviation of all fea-
tures over a spatial neighborhood. The local contrast nor-
malization layer is inspired by computational neuroscience
models [24, 20].
Average Pooling and Subsampling Layer - PA: The pur-
pose of this layer is to build robustness to small distor-
tions, playing the same role as the complex cells in mod-
els of visual perception. Each output value is yijk ="

pq wpq.xi,j+p,k+q, where wpq is a uniform weighting
window (“boxcar filter”). Each output feature map is then
subsampled spatially by a factor S horizontally and verti-
cally. In this work, we do not consider pooling over fea-
ture types, but only over the spatial dimensions. Therefore,
the numbers of input and output feature maps are identical,
while the spatial resolution is decreased. Disregarding the
border effects in the boxcar averaging, the spatial resolution
is decreased by the down-sampling ratio S in both direc-
tions, denoted by a superscript, so that, an average pooling

Figure 1. A example of feature extraction stage of the type FCSG−

Rabs − N − PA. An input image (or a feature map) is passed
through a non-linear filterbank, followed by rectification, local

contrast normalization and spatial pooling/sub-sampling.

layer with 4x4 down-sampling is denoted: P 4×4
A .

Max-Pooling and Subsampling Layer - PM : building lo-
cal invariance to shift can be performed with any symmetric
pooling operation. The max-pooling module is similar to
the average pooling, except that the average operation is re-
placed by a max operation. In our experiments, the pooling
windows were non-overlapping. A max-pooling layer with
4x4 down-sampling is denoted P 4×4

M .

2.1. Combining Modules into a Hierarchy
Different architectures can be produced by cascading the

above-mentioned modules in various ways. An architec-
ture is composed of one or two stages of feature extraction,
each of which is formed by cascading a filtering layer with
different combinations of rectification, normalization, and
pooling. Recognition architectures are composed of one or
two such stages, followed by a classifier, generally a multi-
nomial logistic regression.
FCSG − PA This is the basic building block of tra-
ditional convolutional networks, alternating tanh-squashed
filter banks with average down-sampling layers [14, 10].
A complete convolutional network would have several se-
quences of “FCSG - PA” followed by by a linear classifier.
FCSG − Rabs − PA The tanh-squashed filter bank is
followed by an absolute value non-linearity, and by an av-
erage down-sampling layer.
FCSG − Rabs − N − PA The tanh-squashed filter bank
is followed by an absolute value non-linearity, by a lo-
cal contrast normalization layer and by an average down-
sampling layer.
FCSG − PM This is also a typical building block of con-
volutional networks, as well as the basis of the HMAX and
other architectures [28, 25], which alternate tanh-squashed
filter banks with max-pooling layers.

3. Training Protocol
Given a particular architecture, a number of training pro-

tocols have been considered and tested. Each protocol is
identified by a letter R,U,R+, or U+. A single letter (e.g.
R) indicates an architecture with a single stage of feature
extraction, followed by a classifier, while a double letter
(e.g. RR) indicates an architecture with two stages of fea-
ture extraction followed by a classifier:
Random Features and Supervised Classifier - R and
RR: The filters in the feature extraction stages are set to
random values and kept fixed (no feature learning takes
place), and the classifier stage is trained in supervised mode.
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• H X ⇤

1

‣ xi is the ith channel of input

‣ kij is the convolution kernel

‣ gj is a learned scaling factor

‣ yj is the hidden layer 
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Topics: discrete convolution

• The convolution of an image x with a kernel k is computed 
as follows: 
 
                   (x * k)ij = ∑ xi+p,j+q kr-p,r-q 

• Example:
pq

0 80 40

20 40 0

0 0 40

0 0.25

0.5 1* =

x k

k~ = k  with rows and columns flipped

1 0.5

0.25 0

Pre-activation

feature map



COMPUTER VISION

11

Topics: discrete convolution

• The convolution of an image x with a kernel k is computed 
as follows: 
 
                   (x * k)ij = ∑ xi+p,j+q kr-p,r-q 

• Example:

0 0.25

0.5 1*
45

=
0 80 40

20 40 0

0 0 40

1 0.5

0.25 0

1	  x	  0	  +	  0.5	  x	  80	  +	  0.25	  x	  20	  +	  0	  x	  40

pq

x k Pre-activation

feature map
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Topics: discrete convolution

• The convolution of an image x with a kernel k is computed 
as follows: 
 
                   (x * k)ij = ∑ xi+p,j+q kr-p,r-q 

• Example:

0 0.25

0.5 1*
45 110

=
0 80 40

20 40 0

0 0 40

1 0.5

0.25 0

1	  x	  80	  +	  0.5	  x	  40	  +	  0.25	  x	  40	  +	  0	  x	  0

pq

x k Pre-activation

feature map
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Topics: discrete convolution

• The convolution of an image x with a kernel k is computed 
as follows: 
 
                   (x * k)ij = ∑ xi+p,j+q kr-p,r-q 

• Example:

0 0.25

0.5 1*
45 110

40
=

0 80 40

20 40 0

0 0 40

1 0.5

0.25 0

1	  x	  20	  +	  0.5	  x	  40	  +	  0.25	  x	  0	  +	  0	  x	  0

pq

x k Pre-activation

feature map
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Topics: discrete convolution

• The convolution of an image x with a kernel k is computed 
as follows: 
 
                   (x * k)ij = ∑ xi+p,j+q kr-p,r-q 

• Example:

0 0.25

0.5 1*
45 110

40 40
=

0 80 40

20 40 0

0 0 40

1 0.5

0.25 0

1	  x	  40	  +	  0.5	  x	  0	  +	  0.25	  x	  0	  +	  0	  x	  40

pq

x k Pre-activation

feature map



COMPUTER VISION

15

Topics: discrete convolution

• Simple illustration: xi * kij where Wij =Wij

Example 

●  Calcul%d’une%couche%«%simple%cell%»%
  première%étape%:%calcul%de%la%convolu7on%%

IFT%615% Hugo%Larochelle% 47%

%%%%%
% 

%%%%%
% 

X

W

�X W

0% 0.5%

0.5% 0%

0% 128% 128% 0%

0% 128% 128% 0%

0% 255% 0% 0%

255% 0% 0% 0%

0% 0% 255% 0% 0%

0% 0% 255% 0% 0%

0% 0% 255% 0% 0%

0% 255% 0% 0% 0%

255% 0% 0% 0% 0%

connexions%
vers%les%neurones%
cachés%

0% 0.5%

0.5% 0%

couche)d’entrée) couche)«)simple)cell)»)

Example 

●  Calcul%d’une%couche%«%simple%cell%»%
  première%étape%:%calcul%de%la%convolu7on%%

IFT%615% Hugo%Larochelle% 47%

%%%%%
% 

%%%%%
% 

X

W

�X W

0% 0.5%

0.5% 0%

0% 128% 128% 0%

0% 128% 128% 0%

0% 255% 0% 0%

255% 0% 0% 0%

0% 0% 255% 0% 0%

0% 0% 255% 0% 0%

0% 0% 255% 0% 0%

0% 255% 0% 0% 0%

255% 0% 0% 0% 0%

connexions%
vers%les%neurones%
cachés%

0% 0.5%

0.5% 0%

couche)d’entrée) couche)«)simple)cell)»)
xi xi * kij

~

Pre-activation

feature map
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Topics: discrete convolution
• With a non-linearity, we get a detector of a 

feature at any position in the image

Example 

●  Calcul%d’une%couche%«%simple%cell%»%
  première%étape%:%calcul%de%la%convolu7on%%
  deuxième%étape%:%calcul%de%la%nonnlinéarité%(%ex.:%Logis6c(%(xn200)/50%)%)%

IFT%615% Hugo%Larochelle% 48%

%%%%%
% 

%%%%%
% 

X �X W

0% 128% 128% 0%

0% 128% 128% 0%

0% 255% 0% 0%

255% 0% 0% 0%

0% 0% 255% 0% 0%

0% 0% 255% 0% 0%

0% 0% 255% 0% 0%

0% 255% 0% 0% 0%

255% 0% 0% 0% 0%

couche)d’entrée) couche)«)simple)cell)»)

0.02% 0.19% 0.19% 0.02%

0.02% 0.19% 0.19% 0.02%

0.02% 0.75% 0.02% 0.02%

0.75% 0.02% 0.02% 0.02%

Logis6c(%(%%%%%%%%%%%%%n%200%)%/%50%)%xi sigm(0.02 xi * kij -4)

Example 

●  Calcul%d’une%couche%«%simple%cell%»%
  première%étape%:%calcul%de%la%convolu7on%%

IFT%615% Hugo%Larochelle% 47%

%%%%%
% 

%%%%%
% 

X

W

�X W

0% 0.5%

0.5% 0%

0% 128% 128% 0%

0% 128% 128% 0%

0% 255% 0% 0%

255% 0% 0% 0%

0% 0% 255% 0% 0%

0% 0% 255% 0% 0%

0% 0% 255% 0% 0%

0% 255% 0% 0% 0%

255% 0% 0% 0% 0%

connexions%
vers%les%neurones%
cachés%

0% 0.5%

0.5% 0%

couche)d’entrée) couche)«)simple)cell)»)

feature map
(post-activation)
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Topics: discrete convolution

• Can use ‘‘zero padding’’ to allow going over the borders ( * )

xi

Example 

●  Convolu7on%avec%zero,padding%%

IFT%615% Hugo%Larochelle% 48%

%%%%%
% 

%%%%%
% 

W

0% 0.5%

0.5% 0%

0% 0% 0% 128% 0% 0%

0% 0% 128% 128% 0% 0%

0% 0% 128% 128% 0% 0%

0% 0% 255% 0% 0% 0%

0% 255% 0% 0% 0% 0%

128% 0% 0% 0% 0% 0%

0% 0% 0% 0% 0% 0% 0%

0% 0% 0% 255% 0% 0% 0%

0% 0% 0% 255% 0% 0% 0%

0% 0% 0% 255% 0% 0% 0%

0% 0% 255% 0% 0% 0% 0%

0% 255% 0% 0% 0% 0% 0%

0% 0% 0% 0% 0% 0% 0%

connexions%
vers%les%neurones%
cachés%

0% 0.5%

0.5% 0%

couche)d’entrée) couche)«)simple)cell)»)xi * kij
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Topics: pooling and subsampling
• Third idea: pool hidden units in same neighborhood
‣ pooling is performed in non-overlapping neighborhoods (subsampling)
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Abstract

Math for my slides “Computer vision”.

• H X ⇤

•
yijk = max

p,q
xi,j+p,k+q

•
yijk =

1

M

X

p,q

xi,j+p,k+q

1

‣ xi,j,k is value of the ith 
feature map at position j,k

‣ p is vertical index in local 
neighborhood

‣ q is horizontal index in 
local neighborhood

‣ yijk is pooled and 
subsampled layer

Jarret et al. 2009



‣ xi,j,k is value of the ith 
feature map at position j,k

‣ p is vertical index in local 
neighborhood

‣ q is horizontal index in 
local neighborhood

‣ yijk is pooled and 
subsampled layer

‣ m is the neighborhood 
height/width
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Topics: pooling and subsampling
• Third idea: pool hidden units in same neighborhood
‣ pooling is performed in non-overlapping neighborhoods (subsampling)

Computer vision

Hugo Larochelle
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epartement d’informatique
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´
e de Sherbrooke

hugo.larochelle@usherbrooke.ca

November 8, 2012

Abstract

Math for my slides “Computer vision”.

• H X ⇤

•
yijk = max

p,q
xi,j+p,k+q

•
yijk =

1

m

2

X

p,q

xi,j+p,k+q

• vijk = xijk �
P

ipq wpqxi,j+p,k+q

• yijk = vijk/max(c,�jk)

• �jk = (

P
ipq wpqv

2
i,j+p,k+q)

1/2

1

m

Jarret et al. 2009
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Topics: pooling and subsampling
• Third idea: pool hidden units in same neighborhood
‣ pooling is performed in (mostly) non-overlapping neighborhoods (subsampling)

• Solves the following problems:
‣ introduces invariance to local translations

‣ reduces the number of hidden units in hidden layer                                                               

Example 

●  Calcul%d’une%couche%«%complex%cell%»%
  maximum%dans%plusieurs%segments%

IFT%615% Hugo%Larochelle% 49%

%%%%%
% 

%%%%%
% 

�X W

0.19% 0.19%

0.75% 0.02%

couche)«)simple)cell)»)

0.02% 0.19% 0.19% 0.02%

0.02% 0.19% 0.19% 0.02%

0.02% 0.75% 0.02% 0.02%

0.75% 0.02% 0.02% 0.02%

Logis6c(%(%%%%%%%%%%%%%n%200%)%/%50%)%
couche)«)complex)cell)»)

max% max%

max%max%
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COMPUTER VISION
Topics: pooling and subsampling
• Illustration of local translation invariance
‣ both images given the same feature map after pooling/subsampling

Example 

●  La%couche%«%complex%cell%»%est%invariante%aux%transla7ons%locales%

IFT%615% Hugo%Larochelle% 50%

0.19% 0.19%

0.75% 0.02%

couche)«)complex)cell)»)

0% 0% 255% 0% 0%

0% 0% 255% 0% 0%

0% 0% 255% 0% 0%

0% 255% 0% 0% 0%

255% 0% 0% 0% 0%

couches)d’entrée)

0% 0% 255% 0% 0%

0% 0% 0% 0% 0%

0% 255% 255% 0% 0%

255% 0% 0% 0% 0%

0% 0% 0% 0% 0%

couches)d’entrée)

Example 

●  Calcul%d’une%couche%«%simple%cell%»%
  première%étape%:%calcul%de%la%convolu7on%%

IFT%615% Hugo%Larochelle% 47%

%%%%%
% 

%%%%%
% 

X

W

�X W

0% 0.5%

0.5% 0%

0% 128% 128% 0%

0% 128% 128% 0%

0% 255% 0% 0%

255% 0% 0% 0%

0% 0% 255% 0% 0%

0% 0% 255% 0% 0%

0% 0% 255% 0% 0%

0% 255% 0% 0% 0%

255% 0% 0% 0% 0%

connexions%
vers%les%neurones%
cachés%

0% 0.5%

0.5% 0%

couche)d’entrée) couche)«)simple)cell)»)
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Topics: convolutional network
• Convolutional neural network alternates between the 

convolutional and pooling layers

Réseau de neurones à convolution: 
réseau complet 

IFT%615% Hugo%Larochelle% 51%

(image from Yann Lecun)

{

Fully 

connected
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Topics: generating additional examples 
• Invariances built-in in convolutional network:
‣ small translations: due to convolution and max pooling

• It is not invariant to other important variations such as 
rotations and scale changes

• However, it’s easy to artificially generate data with such 
transformations
‣ could use such data as additional training data

‣ neural network will learn to be invariant to such transformations
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INVARIANCE BY DATA SET EXPANSION
Topics: generating additional examples

ori
gin

al

translation

rotation

scaling

crop

crop

crop

crop

undo

undo

undo

undo
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Topics: generating additional examples, distortion field 
• Can add ‘‘elastic’’ deformations (useful in character recognition)
• We do this by applying a ‘‘distortion field’’ to the image
‣ a distortion field specifies where to displace each pixel value

random distortion

(from Bishop’s book)

See Simard et al.
for more detail
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Topics: generating additional examples, distortion field 
• Can add ‘‘elastic’’ deformations (useful in character recognition)
• We do this by applying a ‘‘distortion field’’ to the image
‣ a distortion field specifies where to displace each pixel value

(from Bishop’s book)

See Simard et al.
for more detail

smoothed 

random distortion
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Topics: generating additional examples, distortion field 
• Can add ‘‘elastic’’ deformations (useful in character recognition)
• We do this by applying a ‘‘distortion field’’ to the image
‣ a distortion field specifies where to displace each pixel value

(from Bishop’s book)

See Simard et al.
for more detail

smoothed 

random distortion
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Topics: convolutional network
• The network is trained by stochastic gradient descent
‣ backpropagation is used similarly as in a fully connected network

➡ need to pass gradients through the convolution operation and the pooling 
operation.

• Rectified linear activation functions and variants such as 
maxout (Goodfellow et al., 2013) are popular choices.
‣ promote deeper models by allowing gradients to flow better.

•Network-in-network (Lin et al.; ICLR2014): 
‣ instead of convolving with a generalized linear unit (linear filter + nonlinear 

activation function), convolve a small network that includes internal hidden units. 

‣ Used in GoogLenet, the current state-of-the-art in the ImageNet challenge.



CONVNET IN ACTION
• SuperVision (a.k.a. AlexNet) CNN by the numbers
‣ Trained on 1.2 million images, roughly 1K images for each of the 1K classes.

‣ Trained with stochastic gradient descent on two NVIDIA GPUs for about a week

‣ 650,000 neurons,         60,000,000 parameters,         630,000,000 connections

29

90%$parameters$

Input image Output class prediction
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10"

15"

20"

25"

30"

35"

40"

LEAR-XRCE 

U. of Amsterdam 

XRCE/INRIA 
Oxford ISI 

SuperVision 

Er
ro
r"

ImageNet 1K competition, fall 2012
Alex Krizhevsky, Ilya Sutskever, Geoffrey E. Hinton, 2012



CONVNET IN ACTION
• Training paradigm:
‣ Rectified linear activation functions.

‣ Trained with Dropout. 

‣ Dataset expansion (data augmentation) employed.

31

! !
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96 low-level learned features:



ONE YEAR LATER

32image from Li Deng, 2014

ImageNet 1K competition, fall 2013



UNDERSTANDING CNNS
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Figure 12: Taken from [ZF13], this figure shows a selection of features across several layers of a fully
trained convolutional network using the visualization technique discussed in section 4.

5 Conclusion
In the course of this paper we discussed the basic notions of both neural networks in general and the multi-
layer perceptron in particular. With deep learning in mind, we introduced supervised training using gradient
descent and error backropagation as well as unsupervised training using auto encoders. We concluded the
section with a brief discussion of regularization methods including dropout [HSK+12] and unsupervised
pre-training.
We introduced convolutional neural networks by discussing the different types of layers used in recent
implementations: the convolutional layer; the non-linearity layer; the rectification layer; the local contrast
normalization layer; and the pooling and subsampling layer. Based on these basic building blocks, we
discussed the traditional convolutional neural networks [LBD+89] as well as a modern variant as used
in [KSH12].
Despite of their excellent performance [KSH12, CMS12], the internal operation of convolutional neural
networks is not well understood [ZF13]. To get deeper insight into their internal working, we followed
[ZF13] and discussed a visualization technique allowing to backproject the feature activations of higher
layers. This allows to further evaluate and improve recent architectures as for example the architecture used
in [KSH12].
Nevertheless, convolutional neural networks and deep learning in general is an active area of research.
Although the difficulty of deep learning seems to be understood [Ben09, GB10, EMB+09], learning feature
hierarchies is considered very hard [Ben09]. Here, the possibility of unsupervised pre-training had a huge
impact and allows to train deep architectures in considerable time [Ben09, EBC+10]. Nonetheless, the
reason for the good performance of deep neural networks is still not answered fully.
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Visualizing and Understanding Convolutional Networks

Layer 4 Layer 5

Figure 2. Visualization of features in a fully trained model. For layers 2-5 we show the top 9 activations in a random subset
of feature maps across the validation data, projected down to pixel space using our deconvolutional network approach.
Our reconstructions are not samples from the model: they are reconstructed patterns from the validation set that cause
high activations in a given feature map. For each feature map we also show the corresponding image patches. Note:
(i) the the strong grouping within each feature map, (ii) greater invariance at higher layers and (iii) exaggeration of
discriminative parts of the image, e.g. eyes and noses of dogs (layer 4, row 1, cols 1). Best viewed in electronic form.

UNDERSTANDING CNNS
Image from Zeiler and Fergus, 2013
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model top-1 err. top-5 err.
VGG-16 [41] 28.07 9.33
GoogLeNet [44] - 9.15
PReLU-net [13] 24.27 7.38

plain-34 28.54 10.02
ResNet-34 A 25.03 7.76
ResNet-34 B 24.52 7.46
ResNet-34 C 24.19 7.40
ResNet-50 22.85 6.71
ResNet-101 21.75 6.05
ResNet-152 21.43 5.71

Table 3. Error rates (%, 10-crop testing) on ImageNet validation.
VGG-16 is based on our test. ResNet-50/101/152 are of option B
that only uses projections for increasing dimensions.

method top-1 err. top-5 err.
VGG [41] (ILSVRC’14) - 8.43†

GoogLeNet [44] (ILSVRC’14) - 7.89
VGG [41] (v5) 24.4 7.1
PReLU-net [13] 21.59 5.71
BN-inception [16] 21.99 5.81
ResNet-34 B 21.84 5.71
ResNet-34 C 21.53 5.60
ResNet-50 20.74 5.25
ResNet-101 19.87 4.60
ResNet-152 19.38 4.49

Table 4. Error rates (%) of single-model results on the ImageNet
validation set (except † reported on the test set).

method top-5 err. (test)
VGG [41] (ILSVRC’14) 7.32
GoogLeNet [44] (ILSVRC’14) 6.66
VGG [41] (v5) 6.8
PReLU-net [13] 4.94
BN-inception [16] 4.82
ResNet (ILSVRC’15) 3.57

Table 5. Error rates (%) of ensembles. The top-5 error is on the
test set of ImageNet and reported by the test server.

ResNet reduces the top-1 error by 3.5% (Table 2), resulting
from the successfully reduced training error (Fig. 4 right vs.
left). This comparison verifies the effectiveness of residual
learning on extremely deep systems.

Last, we also note that the 18-layer plain/residual nets
are comparably accurate (Table 2), but the 18-layer ResNet
converges faster (Fig. 4 right vs. left). When the net is “not
overly deep” (18 layers here), the current SGD solver is still
able to find good solutions to the plain net. In this case, the
ResNet eases the optimization by providing faster conver-
gence at the early stage.

Identity vs. Projection Shortcuts. We have shown that

3x3, 64

1x1, 64

relu

1x1, 256

relu

relu

3x3, 64

3x3, 64

relu

relu

64-d 256-d

Figure 5. A deeper residual function F for ImageNet. Left: a
building block (on 56⇥56 feature maps) as in Fig. 3 for ResNet-
34. Right: a “bottleneck” building block for ResNet-50/101/152.

parameter-free, identity shortcuts help with training. Next
we investigate projection shortcuts (Eqn.(2)). In Table 3 we
compare three options: (A) zero-padding shortcuts are used
for increasing dimensions, and all shortcuts are parameter-
free (the same as Table 2 and Fig. 4 right); (B) projec-
tion shortcuts are used for increasing dimensions, and other
shortcuts are identity; and (C) all shortcuts are projections.

Table 3 shows that all three options are considerably bet-
ter than the plain counterpart. B is slightly better than A. We
argue that this is because the zero-padded dimensions in A
indeed have no residual learning. C is marginally better than
B, and we attribute this to the extra parameters introduced
by many (thirteen) projection shortcuts. But the small dif-
ferences among A/B/C indicate that projection shortcuts are
not essential for addressing the degradation problem. So we
do not use option C in the rest of this paper, to reduce mem-
ory/time complexity and model sizes. Identity shortcuts are
particularly important for not increasing the complexity of
the bottleneck architectures that are introduced below.

Deeper Bottleneck Architectures. Next we describe our
deeper nets for ImageNet. Because of concerns on the train-
ing time that we can afford, we modify the building block
as a bottleneck design4. For each residual function F , we
use a stack of 3 layers instead of 2 (Fig. 5). The three layers
are 1⇥1, 3⇥3, and 1⇥1 convolutions, where the 1⇥1 layers
are responsible for reducing and then increasing (restoring)
dimensions, leaving the 3⇥3 layer a bottleneck with smaller
input/output dimensions. Fig. 5 shows an example, where
both designs have similar time complexity.

The parameter-free identity shortcuts are particularly im-
portant for the bottleneck architectures. If the identity short-
cut in Fig. 5 (right) is replaced with projection, one can
show that the time complexity and model size are doubled,
as the shortcut is connected to the two high-dimensional
ends. So identity shortcuts lead to more efficient models
for the bottleneck designs.

50-layer ResNet: We replace each 2-layer block in the

4Deeper non-bottleneck ResNets (e.g., Fig. 5 left) also gain accuracy
from increased depth (as shown on CIFAR-10), but are not as economical
as the bottleneck ResNets. So the usage of bottleneck designs is mainly due
to practical considerations. We further note that the degradation problem
of plain nets is also witnessed for the bottleneck designs.

6

ResNet
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Figure 3. Example network architectures for ImageNet. Left: the
VGG-19 model [41] (19.6 billion FLOPs) as a reference. Mid-
dle: a plain network with 34 parameter layers (3.6 billion FLOPs).
Right: a residual network with 34 parameter layers (3.6 billion
FLOPs). The dotted shortcuts increase dimensions. Table 1 shows
more details and other variants.

Residual Network. Based on the above plain network, we
insert shortcut connections (Fig. 3, right) which turn the
network into its counterpart residual version. The identity
shortcuts (Eqn.(1)) can be directly used when the input and
output are of the same dimensions (solid line shortcuts in
Fig. 3). When the dimensions increase (dotted line shortcuts
in Fig. 3), we consider two options: (A) The shortcut still
performs identity mapping, with extra zero entries padded
for increasing dimensions. This option introduces no extra
parameter; (B) The projection shortcut in Eqn.(2) is used to
match dimensions (done by 1⇥1 convolutions). For both
options, when the shortcuts go across feature maps of two
sizes, they are performed with a stride of 2.

3.4. Implementation

Our implementation for ImageNet follows the practice
in [21, 41]. The image is resized with its shorter side ran-
domly sampled in [256, 480] for scale augmentation [41].
A 224⇥224 crop is randomly sampled from an image or its
horizontal flip, with the per-pixel mean subtracted [21]. The
standard color augmentation in [21] is used. We adopt batch
normalization (BN) [16] right after each convolution and
before activation, following [16]. We initialize the weights
as in [13] and train all plain/residual nets from scratch. We
use SGD with a mini-batch size of 256. The learning rate
starts from 0.1 and is divided by 10 when the error plateaus,
and the models are trained for up to 60⇥ 104 iterations. We
use a weight decay of 0.0001 and a momentum of 0.9. We
do not use dropout [14], following the practice in [16].

In testing, for comparison studies we adopt the standard
10-crop testing [21]. For best results, we adopt the fully-
convolutional form as in [41, 13], and average the scores
at multiple scales (images are resized such that the shorter
side is in {224, 256, 384, 480, 640}).

4. Experiments
4.1. ImageNet Classification

We evaluate our method on the ImageNet 2012 classifi-
cation dataset [36] that consists of 1000 classes. The models
are trained on the 1.28 million training images, and evalu-
ated on the 50k validation images. We also obtain a final
result on the 100k test images, reported by the test server.
We evaluate both top-1 and top-5 error rates.

Plain Networks. We first evaluate 18-layer and 34-layer
plain nets. The 34-layer plain net is in Fig. 3 (middle). The
18-layer plain net is of a similar form. See Table 1 for de-
tailed architectures.

The results in Table 2 show that the deeper 34-layer plain
net has higher validation error than the shallower 18-layer
plain net. To reveal the reasons, in Fig. 4 (left) we com-
pare their training/validation errors during the training pro-
cedure. We have observed the degradation problem - the
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Figure 2. Residual learning: a building block.

are comparably good or better than the constructed solution
(or unable to do so in feasible time).

In this paper, we address the degradation problem by
introducing a deep residual learning framework. In-
stead of hoping each few stacked layers directly fit a
desired underlying mapping, we explicitly let these lay-
ers fit a residual mapping. Formally, denoting the desired
underlying mapping as H(x), we let the stacked nonlinear
layers fit another mapping of F(x) := H(x)�x. The orig-
inal mapping is recast into F(x)+x. We hypothesize that it
is easier to optimize the residual mapping than to optimize
the original, unreferenced mapping. To the extreme, if an
identity mapping were optimal, it would be easier to push
the residual to zero than to fit an identity mapping by a stack
of nonlinear layers.

The formulation of F(x)+x can be realized by feedfor-
ward neural networks with “shortcut connections” (Fig. 2).
Shortcut connections [2, 34, 49] are those skipping one or
more layers. In our case, the shortcut connections simply
perform identity mapping, and their outputs are added to
the outputs of the stacked layers (Fig. 2). Identity short-
cut connections add neither extra parameter nor computa-
tional complexity. The entire network can still be trained
end-to-end by SGD with backpropagation, and can be eas-
ily implemented using common libraries (e.g., Caffe [19])
without modifying the solvers.

We present comprehensive experiments on ImageNet
[36] to show the degradation problem and evaluate our
method. We show that: 1) Our extremely deep residual nets
are easy to optimize, but the counterpart “plain” nets (that
simply stack layers) exhibit higher training error when the
depth increases; 2) Our deep residual nets can easily enjoy
accuracy gains from greatly increased depth, producing re-
sults substantially better than previous networks.

Similar phenomena are also shown on the CIFAR-10 set
[20], suggesting that the optimization difficulties and the
effects of our method are not just akin to a particular dataset.
We present successfully trained models on this dataset with
over 100 layers, and explore models with over 1000 layers.

On the ImageNet classification dataset [36], we obtain
excellent results by extremely deep residual nets. Our 152-
layer residual net is the deepest network ever presented on
ImageNet, while still having lower complexity than VGG
nets [41]. Our ensemble has 3.57% top-5 error on the

ImageNet test set, and won the 1st place in the ILSVRC
2015 classification competition. The extremely deep rep-
resentations also have excellent generalization performance
on other recognition tasks, and lead us to further win the
1st places on: ImageNet detection, ImageNet localization,
COCO detection, and COCO segmentation in ILSVRC &
COCO 2015 competitions. This strong evidence shows that
the residual learning principle is generic, and we expect that
it is applicable in other vision and non-vision problems.

2. Related Work

Residual Representations. In image recognition, VLAD
[18] is a representation that encodes by the residual vectors
with respect to a dictionary, and Fisher Vector [30] can be
formulated as a probabilistic version [18] of VLAD. Both
of them are powerful shallow representations for image re-
trieval and classification [4, 48]. For vector quantization,
encoding residual vectors [17] is shown to be more effec-
tive than encoding original vectors.

In low-level vision and computer graphics, for solv-
ing Partial Differential Equations (PDEs), the widely used
Multigrid method [3] reformulates the system as subprob-
lems at multiple scales, where each subproblem is respon-
sible for the residual solution between a coarser and a finer
scale. An alternative to Multigrid is hierarchical basis pre-
conditioning [45, 46], which relies on variables that repre-
sent residual vectors between two scales. It has been shown
[3, 45, 46] that these solvers converge much faster than stan-
dard solvers that are unaware of the residual nature of the
solutions. These methods suggest that a good reformulation
or preconditioning can simplify the optimization.

Shortcut Connections. Practices and theories that lead to
shortcut connections [2, 34, 49] have been studied for a long
time. An early practice of training multi-layer perceptrons
(MLPs) is to add a linear layer connected from the network
input to the output [34, 49]. In [44, 24], a few interme-
diate layers are directly connected to auxiliary classifiers
for addressing vanishing/exploding gradients. The papers
of [39, 38, 31, 47] propose methods for centering layer re-
sponses, gradients, and propagated errors, implemented by
shortcut connections. In [44], an “inception” layer is com-
posed of a shortcut branch and a few deeper branches.

Concurrent with our work, “highway networks” [42, 43]
present shortcut connections with gating functions [15].
These gates are data-dependent and have parameters, in
contrast to our identity shortcuts that are parameter-free.
When a gated shortcut is “closed” (approaching zero), the
layers in highway networks represent non-residual func-
tions. On the contrary, our formulation always learns
residual functions; our identity shortcuts are never closed,
and all information is always passed through, with addi-
tional residual functions to be learned. In addition, high-
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