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Two papers, one model

• ALI: Vincent Dumoulin, Ishmael Belghazi, Olivier Mastropietro                                    
Ben Poole, Alex Lamb, Martin Arjovsky (2016) ADVERSARIALLY 
LEARNED INFERENCE, arXiv:1606.00704 

• BiGAN: Donahue, Krähenbühl and Darrell (2016), ADVERSARIAL 
FEATURE LEARNING, arXiv:1605.09782
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Latent variable-based generative modeling

• Trained to maximize a variational lower 
bound on log-likelihood of x.  

• Introduce approximate posterior q(z | x) 
(encoder) and train it together with the 
generative model (decoder) 

• tends to produce blurred samples.

VAE-based techniques



vanilla VAE: blurry samples

ImageNet (small)Labelled Faces in the Wild (LFW) 



PixelVAE: not so bad!

LSUN bedroom scenes ImageNet (small)



Latent variable-based generative modeling

• Trained to maximize a variational lower 
bound on log-likelihood of x.  

• Introduce approximate posterior q(z | x) 
(encoder) and train it together with the 
generative model (decoder) 

• tends to produce blurred samples.

• Discriminative network is trained to 
distinguish between the data and 
generative network samples. 

• Generator is trained to produce 
samples that fool the generator. 

• Sample quality exceeds that of VAE. 

• Lacks an efficient mechanism for 
inference.

VAE-based techniques GAN-based techniques



GANs

D(x)x ~ q(x)

z ~ p(z)

x ~ p(x | z)

G
(z)

G
eneratorDiscriminatorData

side-steps need for inference 😋



GAN samples

MNIST CIFAR-10



DCGAN samples (Radford, Metz and Chintala; 2016)

Under review as a conference paper at ICLR 2016

Figure 2: Generated bedrooms after one training pass through the dataset. Theoretically, the model
could learn to memorize training examples, but this is experimentally unlikely as we train with a
small learning rate and minibatch SGD. We are aware of no prior empirical evidence demonstrating
memorization with SGD and a small learning rate.

Figure 3: Generated bedrooms after five epochs of training. There appears to be evidence of visual
under-fitting via repeated noise textures across multiple samples such as the base boards of some of
the beds.

4.3 IMAGENET-1K

We use Imagenet-1k (Deng et al., 2009) as a source of natural images for unsupervised training. We
train on 32⇥ 32 min-resized center crops. No data augmentation was applied to the images.
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LSUN bedroom scenes



DCGAN samples (Radford, Metz and Chintala; 2016)

LSUN bedroom scenes

Under review as a conference paper at ICLR 2016

Figure 4: Top rows: Interpolation between a series of 9 random points in Z show that the space
learned has smooth transitions, with every image in the space plausibly looking like a bedroom. In
the 6th row, you see a room without a window slowly transforming into a room with a giant window.
In the 10th row, you see what appears to be a TV slowly being transformed into a window.

6.3.2 VECTOR ARITHMETIC ON FACE SAMPLES

In the context of evaluating learned representations of words (Mikolov et al., 2013) demonstrated
that simple arithmetic operations revealed rich linear structure in representation space. One canoni-
cal example demonstrated that the vector(”King”) - vector(”Man”) + vector(”Woman”) resulted in a
vector whose nearest neighbor was the vector for Queen. We investigated whether similar structure
emerges in the Z representation of our generators. We performed similar arithmetic on the Z vectors
of sets of exemplar samples for visual concepts. Experiments working on only single samples per
concept were unstable, but averaging the Z vector for three examplars showed consistent and stable
generations that semantically obeyed the arithmetic. In addition to the object manipulation shown
in (Fig. 7), we demonstrate that face pose is also modeled linearly in Z space (Fig. 8).

These demonstrations suggest interesting applications can be developed using Z representations
learned by our models. It has been previously demonstrated that conditional generative models can
learn to convincingly model object attributes like scale, rotation, and position (Dosovitskiy et al.,
2014). This is to our knowledge the first demonstration of this occurring in purely unsupervised
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Z-space interpolations



Cartoon of the Image manifold

x1

x2



Image manifold: VAE - vs - GAN
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Adversarially learned inference: Main idea

• Cast the learning of both an inference model (encoder) and a 
generative model (decoder) in a GAN-like adversarial framework. 

• Discriminator is trained to discriminate between joint samples (x, z) 
from:   

- Encoder distribution q(x, z) = q(x) q(z | x),  or 

- Decoder distribution p(x, z) = p(z) p(x | z). 

• Generator learns conditionals q(z | x) and p(x | z) to fool the 
discriminator.

Data distribution

Prior distribution



ALI: model diagram

D(x, z)

z ~ q(z | x)
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ALI: objective function

min

G

max

D

V (D,G) = E
q(x)[log(D(x, G

z

(x)))] + E
p(z)[log(1�D(G

x

(z), z))]

=

ZZ
q(x)q(z | x) log(D(x, z))dxdz

+

ZZ
p(z)p(x | z) log(1�D(x, z))dxdz



ALI: implementation details

• Alternative generator objective function: maximize  
 
 V 0
(D,G) = Eq(x)[log(1�D(x, G

z

(x)))] + Ep(z)[log(D(G
x

(z), z))]



Theoretical properties

In analogy with GAN, under an ideal 
discriminator, the generator minimizes 
the Jensen-Shannon divergence 
between p(x, z) and q(x, z).



BiGAN: Encoder & Decoder are Inverses

• Donahue, Krähenbühl and Darrell (2016), ADVERSARIAL FEATURE 
LEARNING: 

- In the case of a deterministic encoder & decoder, in order to “fool” an 
ideal discriminator, the encoder and decoder must invert each other. 



• Intuition: Discriminator input pair          must satisfy at least one of the 
following two properties:  

• If only one of these properties is satisfied, a perfect discriminator can 
infer the source of           with certainty.  

• Therefore, in order to fool an ideal discriminator, the encoder  
and decoder            must satisfy both (a) and (b) at  

BiGAN: Encoder & Decoder are Inverses

(x, z)

(x, z)

z � supp (pprior(z)) � Gx(z) = x

x � supp (pdata(x)) � Gz(x) = z(a)
(b)

Gz(x)
Gx(z) (x, z)

Donahue, Krähenbühl and Darrell (2016)



Toy Example
• Learning the Identity function: 

Encoder: X ~ N(0,1) 
Decoder: Z ~ N(0,1)

Zihang Dai



Samples Reconstructions
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Samples Reconstructions
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Samples Reconstructions
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Interpolating in latent space



Interpolating in latent space

Tom White
CelebA - 128x128

Smile vector:



Conditional generation

• ALI can be extended to incorporate feature labels to perform 
conditional generation 

- Encoder: (x,y) -> z 
- Decoder (z,y) -> x 
- Discriminator (x,y,z) -> 0/1

min
G

max
D

V (D, G) = Eq(x) p(y)[log(D(x, Gz(x, y), y))]+Ep(z) p(y)[log(1�D(Gx(z, y), z, y))]



Conditional generation: CelebA 

blond, baldingblond, bangs open smile, 
glassesblack, wavy hair

black hair



Semi-supervised experiments

Published as a conference paper at ICLR 2017

Figure 6: Latent space interpolations on the CelebA validation set. Left and right columns corre-
spond to the original pairs x1 and x2, and the columns in between correspond to the decoding of
latent representations interpolated linearly from z1 to z2. Unlike other adversarial approaches like
DCGAN (Radford et al., 2015), ALI allows one to interpolate between actual data points.

Using ALI’s inference network as opposed to the discriminator to extract features, we achieve a
misclassification rate that is roughly 3.00 ± 0.50% lower than reported in Radford et al. (2015)
(Table 1), which suggests that ALI’s inference mechanism is beneficial to the semi-supervised
learning task.

We then investigate ALI’s performance when label information is taken into account during training.
We adapt the discriminative model proposed in Salimans et al. (2016). The discriminator takes x and
z as input and outputs a distribution over K + 1 classes, where K is the number of categories. When
label information is available for q(x, z) samples, the discriminator is expected to predict the label.
When no label information is available, the discriminator is expected to predict K + 1 for p(x, z)
samples and k 2 {1, . . . ,K} for q(x, z) samples.

Interestingly, Salimans et al. (2016) found that they required an alternative training strategy for the
generator where it tries to match first-order statistics in the discriminator’s intermediate activations
with respect to the data distribution (they refer to this as feature matching). We found that ALI did
not require feature matching to obtain comparable results. We achieve results competitive with the
state-of-the-art, as shown in Tables 1 and 2. Table 2 shows that ALI offers a modest improvement
over Salimans et al. (2016), more specifically for 1000 and 2000 labeled examples.

Table 1: SVHN test set missclassification rate

.

Model Misclassification rate

VAE (M1 + M2) (Kingma et al., 2014) 36.02

SWWAE with dropout (Zhao et al., 2015) 23.56

DCGAN + L2-SVM (Radford et al., 2015) 22.18

SDGM (Maaløe et al., 2016) 16.61

GAN (feature matching) (Salimans et al., 2016) 8.11± 1.3

ALI (ours, L2-SVM) 19.14± 0.50

ALI (ours, no feature matching) 7.42± 0.65

Table 2: CIFAR10 test set missclassification rate for semi-supervised learning using different numbers
of trained labeled examples. For ALI, error bars correspond to 3 times the standard deviation.

Number of labeled examples 1000 2000 4000 8000
Model Misclassification rate

Ladder network (Rasmus et al., 2015) 20.40

CatGAN (Springenberg, 2015) 19.58

GAN (feature matching) (Salimans et al., 2016) 21.83± 2.01 19.61± 2.09 18.63± 2.32 17.72± 1.82

ALI (ours, no feature matching) 19.98± 0.89 19.09± 0.44 17.99± 1.62 17.05± 1.49
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Alternative Inference 
Mechanisms
Alternative inference 
mechanisms: 

(a) ALI (ours) 

(b) Learn encoder via 
z reconstruction 

(c) Post hoc encoder 
learning (ALI-style) 

(d) Variational 
Autoencoder (VAE)



Hierarchical ALI: model diagram
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 𝑧1~𝑞(𝑧1|𝑥)

𝐶𝑜𝑑𝑒:  𝑧2~𝑞(𝑧2|𝑥)

𝑃𝑟𝑖𝑜𝑟: 𝑧2~𝑝(𝑧)

𝑧1~𝑝(𝑧1|𝑧2)

𝑆𝑎𝑚𝑝𝑙𝑒:  𝑥~𝑝(𝑥|𝑧1)

𝐼𝑛𝑝𝑢𝑡: 𝑥~𝑝(𝑥)

𝐸𝑛𝑐𝑜𝑑𝑒𝑟
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𝑐𝑜
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𝑟
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𝑧 2
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𝐷𝑖𝑠𝑐𝑟𝑖𝑚𝑖𝑛𝑎𝑡𝑜𝑟
𝐷(𝑥, 𝑧1, 𝑧2; 𝜃)

Hierarchical ALI: model diagram



Hierarchical ALI: SVHN
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Hierarchical ALI: CelebA
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Hierarchical ALI: CIFAR-10
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Hierarchical ALI: ImageNet-128X128
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Hierarchical ALI: 
ImageNet-128X128

Model samples
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